TEACHING ROBOTS AND NAVIGATION

LLMs and Robotics

From embodied agency to vision-language-action models, robot-use agents and
world models



Will an embodied LLM have agency?

If we embody LLMs in a robot, will they have agency?
Alter3, a humanoid driven by an LLM: does it show a sense of agency?

Can Alter3 recognize itself when looking in a mirror?

Reading: Ikegami et al., Minimal Self in Humanoid Robot Alter3 Driven by a Large Language Model (arXiv 2406.11420)
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Inside a VLA model

» State tokens: internal state and sensor
data (e.g. LIDAR)

» Action tokens: generated autoregressively,
each one a low-level control signal such as
a joint angle update or torque

 Memory carries context across a long task,
such as drying the counter with a sponge
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VLMs versus VLAs

e VLM (GPT-40, Gemini, SayCan): image plus
text in, text, plans or code out; needs
downstream controllers

e VLA (OpenVLA, Octo, m0): camera frames
plus text in, continuous 7-DoF deltas out (X, vy,
z, roll, pitch, yaw, gripper)

» One network unifies perception, instruction
understanding and control
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Safety of VLA models

e Visual input and language go straight to
motor commands

e Open-world use needs robust behavioral
safety guards

o Current VLAs lack them: adversarial images,
jailbreaks and unsafe commands

e Discuss: what are the safety implications?
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SAFETY IN VLA MODELS FOR ROBOT CONTROL

1 Visual Jailbreak:
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The era of robot-use agents

The Era of Robot-Use Agents: Next-Gen Al in Robotics
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LLM puppeteering from the cloud

with hardware in the loop

to one robot

enabled with a software update

than proven robotic systems in safety-
critical use
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A shift from bespoke hardware to LLM agents
Intelligence runs in the cloud and is not tuned
A non-intelligent device could become Al-

Caution: puppeteering may be less reliable

Robot-Use Agents: The Shift to Cloud LLM Puppeteering

TRADITIONAL ON-DEVICE

LOCAL

HARDWARE

ROBOTICS CLOUD-BASED LLM “PUPPETEERING”

Customized On-Device CENTRALIZED
Hardware Models AICLOUD (LLM)
» Intelligence runs locally and
must be specifically tailored
to individual robot types.

Rapid Ecosystem Diffusion
Cloud models empower existing
hardware instantly via simple
over-the-air API updates.

Slow and Incremental
Deployment

Empowering each robot requires
deliberate, high-offort engineering
choices and hardware modifications.

Universal General-
Purpose Control
Every internet-connected
robot becomes an
accessible tool for

centralized Al agents.

(D@

Latency and Reliability

Fragmented and Immature
Tech Stack
Relies on varied bets like custom
world models and local behavior
foundation models. critical use cases.
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Claude plays robotics: 11 locomotion tasks

Task

find_x
visual_search
color_sequence
return_home
procedural_maze
invisible_walls
obstacle_course
oneshot_course
drift_detection
turn_correction

explore_report
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What it tests

Walk to a table marked with a blue X, 25 ft away

Find a red sphere hidden behind occluders in a 12 x 12 m arena
Visit colored circles in order; working memory

Follow waypoints, then return to origin from memory
Navigate a maze with the forward camera only

Replan around walls that cannot be seen

Pass gaps; know the robot's dimensions

Plan the whole command sequence from a top-down map
Notice silently corrupted commands and compensate

See that a turn was incomplete and correct it

Explore, then answer layout questions from memory



World models and spatial reasoning

» Discuss: will LLMs struggle with

spatial reasoning?

e Fei-Fei Li: a fully consistent 3D world is required

for navigation

e LeCun: robots need Al that anticipates the
consequences of actions

» Text-only intelligence lacks the physical
grounding; a world model lets an agent test plans

safely in simulation

LLMs and Robotics

op

THE WORLD AS SEEN BY LLMs
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Bottlenecks for robotics (c. 2026)

FOUR CRITICAL BOTTLENECKS IN PHYSICAL Al & ROBOTICS (2026)
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POLICIES MUST ADAPT TO CHANGING KINEMATICS & DYNAMICS.




What about explainability?

THE PROBLEM: BLACK-BOX PERFORMANCE WITHOUT UNDERSTANDING THE SOLUTION: EXPLAINABLE ROBOT & VISIBLE COMPETENCE

oy e ROBOTIC COMPREHENSION: e o
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BLACK-BOX DECISIONS:
Internal reasoning is
hidden; operator cannot
predict of correct errors.

EXPLAINABILITY:
Moving Tray. Reason:

Prioritizing tray safety
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OPERATOR TRUST:
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== operator understands and
verify the robot's logic.
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Summary: embodied Al models and challenges

Embodied Al: Vision-Language-Action (VLA) Models & Robot-Use Agents

VLMs vs. VLAs in Embodied Al
Vision-Language Models (VLMs) Output Discrete Plans Vision-Language-Action (VLA) Models Direct 7-DoF Motor Control
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VLAs unify perception and action within one network,

VLA MODEL directly outputting continuous pose deltas.
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downstream controllers for physical motion.

Critical Bottlenecks and Safety Challenges

Vulnerability to Visual Jailbreaks Sensorimotor Void and Physical Embodiment Drift Degrades
and Dangerous Commands World Modeling Gaps Hardware Control Over Time
il T [ CONTROL
7 sensors 28 w
Noh/ _ CONTACT 38
", DYNAMICS =~
: TIME
Current VLAs lack behavioral safety guards, Over-reliance on vision lacks tactile feedback and Motor wear and sensor loosening force policies
leaving them open to adversarial image tampering. struggles to predict contact dynamics accurately. to constantly adapt to changing dynamics.
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Practicals, benchmarks and roadmap

Script A: a conceptual VLA in Script B: OpenVLA-7B with 4-bit
PyTorch, CPU only quantization on a Colab T4
Benchmarks: LIBERO, DROID, Tools: LeRobot, Open X-Embodiment,

RoboCasa, BEHAVIOR-1K inspect-robots
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